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Abstract

Despite the use of encryption, the low-latency nature of the Tor
anonymity network leaves users’ traffic exposed to traffic analysis
attacks aimed at uncovering the websites visited by users. These
attacks, known as website fingerprinting (WF), have increasingly
relied on deep neural networks (DNNs) due to their effectiveness in
identifying complex traffic patterns. Thus far, however, the devel-
opment of suitable DNN architectures for WF attacks has resorted
to trial-and-error, potentially overlooking more effective and/or
efficient attack models. In this paper, we introduce Cricket, a
framework for the automatic exploration of DNNs tailored to com-
plex WF tasks. Cricket leverages and adapts DARTS, a prominent
neural architecture search (NAS) approach, to discover new DNN
architectures that perform best for a given WF task. In evaluating
Cricket, we find that: (1) in a closed-world setting, Cricket con-
sistently outperforms the SOTA attacks by 2–7 points and up to 13
points against WF defenses; (2) in an open-world setting, Cricket
offers comparable performance to SOTA attacks against SOTA de-
fenses; and (3) the novel DNNs produced by Cricket use 1/3 to 1/2
as many parameters as the SOTA models. Our results show how
Cricket adapts to the WF context to produce novel DNNs that are
both more effective and more compact than existing models.

CCS Concepts

• Networks→ Network privacy and anonymity; • Computing

methodologies→ Neural networks.

Keywords

neural architecture search; Tor; website fingerprinting

ACM Reference Format:

Gurjot Singh, Rob Jansen, and Diogo Barradas. 2026. Neural Architecture
Search for Adaptive Website Fingerprinting. In 25th Workshop on Privacy in
the Electronic Society (WPES ’26), November 15–19, 2026, The Hague, Nether-
lands. ACM, New York, NY, USA, 15 pages. https://doi.org/10.1145/3847192.
3847366

1 Introduction

To safeguard their online privacy, users often rely on encrypted
tunnels provided by low-latency anonymity networks like Tor [25].
These tunnels establish multi-hop encrypted pathways, masking
both the content and destination of users’ communications from
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eavesdroppers. However, Tor’s design, which prioritizes low-latency
for a smoother browsing experience, retains key timing and volume
characteristics of network packet exchanges. These website-specific
traffic patterns remain visible through the encrypted tunnel [57],
making Tor vulnerable to traffic analysis attacks known as website
fingerprinting (WF) [54]. Through WF attacks, which recently em-
ploy deep neural network (DNN) classifiers [7, 54, 69, 72, 75, 80],
eavesdroppers aim to match user traffic patterns with previously
recorded website fingerprints to reveal the websites users visit.

So far, the search for DNN architectures applicable to WF has
typically been guided by domain expertise coupled with trial-and-
error choices [80], (e.g., adopting designs from unrelated domains
such as computational vision [36] and biology [34]), rather than re-
lying on a principled exploration of the broader architectural space.
We argue that relying solely on heuristic choices or on existing
architectures may lead researchers to overlook unconventional or
innovative DNN designs, potentially missing out on breakthroughs
that could significantly improve WF attack efficacy. Furthermore,
increasingly sophisticated WF attacks still build on rather old DNN
architectures. In particular, Deep Fingerprinting (DF), one of the
first DNN architectures forWF, was published in 2018 [80] but is still
used as the central component in several later attacks [2, 45, 69, 81]
and as a major part of comparative evaluations and benchmarks
even in the most recent studies [24, 41]. (See §2.2 for a thorough
rundown on the role of DF in contemporary attacks.) The use of old
model architectures that do not leverage modern advances leads us
to question the relevance of WF evaluations that rely on them.

To address architectural limitations, we introduce Cricket, a
WF attack framework designed to dynamically discover novel DNN
architectures and evaluate their real-world effectiveness. Cricket
employs DARTS [50], a neural architecture search (NAS) approach
that automates the design of DNNs. Unlike manually crafted archi-
tectures that may overfit to synthetic datasets or specific feature
representations, DARTS enables Cricket to automatically explore
a large design space and identify the architectures that perform
best for a given dataset. As a result, Cricket is highly adaptive:
not only can it discover new DNN architectures considering the
latest available datasets today, it can also be used to continuously
discover the most relevant architectures as traffic features fluctuate
over time. For example, when new datasets, features, or defenses are
introduced, Cricket can simply re-run its search phase to obtain
new architectures tailored to the new environment.

Cricket was designed specifically for the Tor WF domain. First,
Cricket encodes encrypted Tor network streams into one of many
SOTA 1D sequential cell trace representations that capture the di-
rectional and temporal characteristics of each cell (i.e., packet) in
the stream. Second, the DARTS search algorithm, which was origi-
nally designed for 2D image-like inputs, is adapted to consider 1D
primitives across six architectural axes. By focusing Cricket on 1D
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inputs, we ensure that it does not improperly learn 2D spatial corre-
lations which Tor traces are not known to exhibit. Third, Cricket
conducts NAS over the 1D inputs to generate a DNN architecture
that is fully adapted to the WF context in which it was trained.

We conduct an extensive evaluation of Cricket across both syn-
thetic [72] and genuine [43] datasets in which we compare Cricket
performance to four WF attacks [54, 69, 75, 80]. When using real-
world, genuine data to find new DNNs, we find that Cricket consis-
tently outperforms the SOTA attacks by 2–7 percentage points (pp)
in a close-world setting while offering performance comparable
to the SOTA in a larger, open-world setting. The DNNs produced
by Cricket use fewer than 2M parameters on average, which is
approximately 1/3 to 1/2 of the size of the SOTA models. These
results hold across five WF defenses [9, 10, 31, 40, 47]: Cricket
outperforms Laserbeak [54] by up to 13 pp in the closed-world, and
achieves comparable or slightly better performance in the open-
world with smaller DNN models. The improved performance and
model compactness demonstrate Cricket’s ability to adapt: it can
find DNNs that are smaller and/or better exploit the information
available in the network traces, depending on the WF context.
Contributions.We summarize our contributions below.

• We design Cricket, a NAS-based WF attack framework
targeting realistic Tor network traces.

• We customize DARTS, a prominent NAS approach, to sup-
port 1D primitives compatible with Tor cell trace inputs.

• We evaluate Cricket’s effectiveness, transferability, and ro-
bustness w.r.t. closed- and open-world settings, synthetic and
genuine Tor traces, four WF attacks, and five WF defenses.

2 Background and Related Work

2.1 Website Fingerprinting

Website fingerprinting (WF) can be framed as a classification task
where an eavesdropper aims to identify which webpage is visited by
a user through some encrypted tunnel (see Figure 1). In the context
of Tor, the adversary intercepts the communication between a user
and the entry node of their Tor circuit. For mounting the attack, the
adversary repeatedly visits a set of websites it wishes to monitor,
collects the corresponding network traces, and extracts features to
build a fingerprint database. Then, the adversary trains a model to
predict which websites correspond to a given fingerprint. When a
user visits a website via Tor, the adversary extracts the observed
trace’s fingerprint and applies the model for classification.

WF research often adopts the closed-world assumption, where
users visit only the pages the attacker has trained on, known as
monitored pages. In the more realistic open-world scenario, users are
assumed to access other unmonitored pages outside the attacker’s
monitored set [46, 65]. Typically, a directional-time traffic trace
representation is provided as input to a WF classifier, i.e., a time-
ordered sequence of tuples (𝑡𝑖 , 𝑑𝑖 ), where 𝑡𝑖 encodes the time that
the 𝑖th cell was observed and 𝑑𝑖 encodes the direction it was for-
warded. Recently, a multi-channel input format has been proposed
and was shown to provide richer context about Tor cell traces [54].
Website fingerprinting attacks. Tor’s fixed-size cells (514 bytes)
renders early WF attacks that require a packet-length distribution
ineffective. Researchers then developed techniques to overcome

Figure 1: Website fingerprinting threat model.

Tor’s encryption, first by relying on manual feature engineering
and later using deep learning to automatically extract features.
Attacks with manual feature extraction. Numerous techniques rely
onmanually designed features to trainML classifiers and fingerprint
Tor website traces. These include the use of a variable n-gram Naïve
Bayes classifier [27], support vector machines (SVMs) [11, 62, 63,
88], k-Nearest Neighbors (k-NN) [35, 87], and random forests [35].
These attacks considered a varying number of features manually
derived from packet timing and directions, with up to 4,200 consid-
ered by Wang et al. [87]. It quickly became difficult to develop and
understand the importance of individual features.
Attacks with automated feature extraction. More recently, WF re-
search has shifted towards deep learning approaches which auto-
matically extract features from different trace representations. The
main techniques that are considered include stacked denoising au-
toencoders (SDAEs) [1, 72], recurrent neural networks (RNNs) [72],
convolutional neural networks (CNNs) [7, 69, 72, 75, 80], and meth-
ods based on transformers [54]. These methods represent the SOTA
WF attacks when applied to the latest Tor trace datasets.
Website fingerprinting defenses. WF defenses obfuscate the
characteristics of website access traces, thereby helping preserve
browsing privacy against traffic analysis. While we overview WF
defenses, we refer the reader to the work of Mathews et al. [55] for
a more comprehensive analysis of the WF defense landscape.
Padding-based defenses. These obscure timing patterns and packet
bursts (consecutive same-direction packets) by enforcing consistent
transmission rates. Defenses can pad at regular [10, 11, 40], semi-
regular [9], randomized [31], and adaptive intervals [46, 77].
Subsequence-based defenses. Defenses that attempt to make traffic
sequences within a collision set indistinguishable to the attacker by
producing similar outputs for the shortest common supersequence
of the set include Glove [59], Supersequence [87], and Walkie-
Talkie [89]. These defenses require the need of prior knowledge
about the network traces/burst sequences of the websites they are
meant to protect, a challenging requirement in practice [69].
Application-based defenses. Defenses that obfuscate application-
based properties such as request order and page size and that are
agnostic of Tor include HTTPOS [51], LLaMA [14], ALPaCA [14],
and a defense introduced by The Tor Project [64].
Splitting-based defenses. These limit an adversary’s observations
by splitting a traffic stream, e.g., across two independent Internet
access points [37], or across multiple entry relays or circuits [19].
Trace generation-based defenses. Defenses that use generative mod-
els have been proposed to foil WF attacks that rely on deep learning,
e.g., by generating perturbed but realistic network traces [32, 58]
or adversarial traces designed to subvert attack models [39, 68, 74].
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2.2 The Role of DF in Later WF Attacks

Table 1 surveys WF attacks published since Deep Fingerprinting
(DF) [80], identifying the role DF plays in each in order to character-
ize how often it serves as a building block or as part of comparative
evaluations. The table shows a heavy reliance on DF’s design; DF is
the working model behind many later attacks, and one of the main
baselines against which nearly all of the rest measure progress.
Sourcing of related publications.We center on papers that de-
scribeWF attacks on Tor, published in the “big-four” security venues
(IEEE S&P, ACM CCS, USENIX Security, NDSS), as well as the
PoPETs and IEEE TIFS journals. We exclude papers focusing on
pure WF defense development. We drew candidates from a com-
munity bibliography accompanying a recent WF survey [18] and
from the Website-Fingerprinting-Library repository [20].
Categories.We categorize each paper to reflect the role DF plays in
its contribution. We use five categories, ordered in decreasing order
by how central DF is to the paper’s contribution: original DF (–),
the original DF paper; DF as backbone (■), where the DF network or
its convolutional trunk is the attack’s classifier or feature extractor;
one of several base attacks / enhanced (▲), where DF is run as a
component but interchangeably with other classifiers or as a base
for a wrapper or adaptation scheme; comparison baseline (◦), where
the proposed attack is a distinct model and DF is re-run only for
comparison, and; object of study (^), where DF is run as a target of
measurement or analysis rather than as the authors’ attack.
Model architecture stagnation. The table exposes how little the
underlying architecture has changed. DF is the classifier or feature
extractor in attacks for few-shot matching [81], timing-based in-
puts [69], and self-supervised pretraining [2]; even attacks built
around a Transformer keep DF’s convolutional trunk [45, 101]. A
second group builds on top of DF, wrapping or fine-tuning it for
new settings [23, 56, 67, 82]. The attacks that introduce a different
model still measure progress against DF, which serves as baseline
in recent works [21, 22, 24, 54, 75, 76]. The designs that depart from
it, such as Transformers [22, 54], state-space models [24], and con-
trastive encoders [21], remain isolated cases, and each is validated
in large part by improving over DF and a small set of its successors.
The field has advanced traffic representations, training regimes,
and threat models, but has revisited the underlying architecture
far less often. This gap motivates our search over the architecture
space rather than the continued reliance on a single DNN design.

2.3 Primer on Neural Architecture Search

Automated Machine Learning (AutoML) simplifies the conventional
machine learning workflow by using different optimization tech-
niques to automate feature engineering, model selection, hyper-
parameter tuning, and model evaluation [92]. Within the realm of
AutoML, neural architecture search (NAS) addresses the task of
automatically designing neural network architectures tailored to
specific tasks. After experiencing recent success in areas such as
computer vision or natural language processing, NAS expanded into
multiple domains, including network traffic analysis [52, 53, 100].
NAS vs. hyperparameter optimization. NAS is closely related
to hyperparameter optimization [6]. However, while the latter fo-
cus on optimizing scalar hyperparameters, NAS targets architec-
tural choices [92]. In practice, this means searching over neural

Table 1: WF attacks at top-tier security and privacy venues

since Deep Fingerprinting (DF) was introduced in 2018.

Year Venue Work Role of DF

2018 CCS [80] – Original DF paper
2018 CCS [49] ^ Study (corroborates information-leakage analysis)
2019 CCS [81] ■ DF backbone (embeds traces for 𝑁 -shot matching)
2019 PETS [7] ◦ Baseline (work introduces a ResNet-based CNN)
2019 PETS [61] ◦ Baseline (work introduces a CNN/DNN architecture)
2020 S&P [85] ◦ Baseline (DF compared to precision-optimized attacks)
2020 PETS [69] ■ DF backbone (classifies new timing features)
2020 PETS [67] ▲ DF as base (augmented by a website oracle)
2021 CCS [86] ^ Study (defense evaluation)
2021 PETS [60] ◦ Baseline (introduces a semi-supervised GAN)
2021 PETS [82] ▲ DF as base (one of several, QUIC setting)
2022 USENIX [15] ■ DF backbone (via TF, adapted to the online setting)
2022 TIFS [90] ■ DF backbone (ensemble of DF snapshots)
2023 CCS [2] ■ DF backbone (self-supervised pretraining)
2023 CCS [45] ■ DF backbone (CNN stem feeding a Transformer)
2023 USENIX [75] ◦ Baseline (introduces the TAM representation)
2023 S&P [22] ◦ Baseline (introduces the Trans-WF transformer)
2023 S&P [55] ^ Study (defense SoK)
2023 PETS [42] ^ Study (dataset built via simulation)
2024 CCS [21] ◦ Baseline (introduces a contrastive encoder)
2024 CCS [101] ■ DF backbone (metric-learning feature transform)
2024 USENIX [56] ▲ DF as base (boosted with subpage sets)
2024 TIFS [54] ◦ Baseline (introduces a multi-channel transformer)
2025 CCS [76] ◦ Baseline (introduces the CIF representation)
2025 S&P [24] ◦ Baseline (introduces a state-space model)
2026 NDSS [41] ■ DF backbone (classifies transduced traces)
2026 NDSS [23] ▲ DF as base (fine-tuned against drift)

Role of DF: – original DF, ■ DF is the attack’s backbone, ▲ one of several base attacks / enhanced,
◦ comparison baseline, ^ object of study.

network topologies, often represented as directed acyclic graphs
where nodes and edges are annotated with primitive operations
such as convolutions, pooling layers, or skip connections.
NAS pillars. NAS approaches are built on top of three key pillars:
search space, search strategy, and performance estimation [29, 93].

Search space refers to the collection of operations (e.g., convolu-
tion, pooling) and their parameterizations (e.g., kernel sizes, strides)
that a NAS algorithm can explore towards converging into a suitable
neural network architecture for solving the task at hand. A smaller
search space defined by domain knowledge experts facilitates NAS
algorithms in quickly converging to high-performing architectures.
Conversely, larger search spaces with primitive building blocks
may require a longer runtime, but hold the potential for uncovering
novel and more effective architectures [71]. Today, cell-based search
spaces are a predominant type of search space in NAS, taking inspi-
ration from the repetitive patterns found in SOTA human-designed
CNNs. Rather than searching for an entire network architecture
from scratch, this approach involves searching over small cells,
which are then stacked to form the final architecture [103].

Search strategy outlines how the exploration of the search space
is conducted. In essence, it is an optimization process aimed at iden-
tifying high-performing architectures within the defined space. Two
primary categories of search strategies exist: black-box optimization-
based techniques, and one-shot techniques. While the former are
based on the independent training of numerous architectures (e.g.,
via random search [5], genetic algorithms [70], bayesian optimiza-
tion [96], or Monte Carlo tree search [84]), the latter use the concept
of supernetworks that include all potential architectures within a
search space as subnetworks, effectively enabling the evaluation
of multiple architectures without the need to train each one from
scratch. Supernets’ training costs rise linearly, despite the number
of subnets in the supernet growing exponentially [92].

Performance estimation schemes encompass methods that swiftly
predict the performance of the architectures under exploration,
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avoiding the need to fully train each of these architectures. Proxy
metrics such as shorter training, reduced data, or lower input reso-
lution [16, 48, 98, 103] decrease costs but introduce bias, which may
be acceptable if the relative performance between architectures re-
mains stable. Learning-curve extrapolation accelerates evaluation
by predicting final accuracy from partial training traces, e.g., with
surrogate models [3, 48]. Network morphisms transfer weights be-
tween architectures [8, 28, 91], while one-shot NAS strategies train
supernetworks from which subnets inherit their weights [4, 66, 73].

Placing it all together, NAS can be succinctly defined as the task
of identifying an architecture a within search space A, given a
datasetD, training pipeline P, and a specified time or computation
budget t [92]. The objective is to maximize validation accuracy
under these constraints. Next, we describe a popular NAS method
which we use as the main building block for our novel WF approach.
Differentiable ARchiTecture Search (DARTS). A popular one-
shot NAS approach using supernetworks is Liu et al.’s DARTS [50].
It uses a cell-based search space, representing an architecture as a
stack of 𝑛 cells (with 𝑛 being a configurable parameter), where each
cell is a small directed acyclic graph (DAG). As per Figure 2, each cell
takes as input the outputs of the two preceding cells and produces an
output by combining multiple intermediate computations. Formally,
a cell is a DAG 𝐺 = (𝑉 , 𝐸) with two input nodes (𝑠𝑘−2, 𝑠𝑘−1) and
𝑁 intermediate nodes {𝑥 (1) , . . . , 𝑥 (𝑁 ) }. The cell output (𝑠𝑘 ) is the
concatenation of all intermediate nodes, and each edge (𝑢 → 𝑣) ∈ 𝐸

carries amixed operation, i.e., a combination of candidate primitives
such as convolutions, pooling layers, or skip connections:

𝑜𝑢→𝑣 (𝑥) =
∑︁
𝑜∈O

𝜋𝑢→𝑣 (𝑜) 𝑜 (𝑥),

where the mixture weights are given by a softmax over the archi-
tecture parameters 𝛼 :

𝜋𝑢→𝑣 (𝑜) =
exp(𝛼 (𝑜 )

𝑢→𝑣)∑
𝑜′∈O exp(𝛼 (𝑜′ )

𝑢→𝑣)
.

During the model search phase, the network weights and archi-
tecture parameters (𝛼) are optimized jointly via gradient descent;
the weights are trained on the training set, while the architecture
parameters are progressively updated on the validation set.

Since one-shot search is computationally intensive, it is common
to downscale the network during exploration by reducing the num-
ber of filters per cell (width) and the number of stacked cells (depth),
allowing efficient search without significantly compromising final
performance [103]. To this end, DARTS organizes its cells into two

Figure 3: Final architecture stacking multiple cells together.

types: normal cells (as represented in Figure 2), which preserve
spatial dimensions of the input feature maps, and reduction cells,
which downsample feature maps (stride ≥ 2) to aggregate context.

In an architecture composed of 𝑛 cells (see Figure 3), normal cells
are repeated 𝑘 times (depending on the desired total number of
cells𝑛) to preserve the temporal resolution of the input, while reduc-
tion cells halve the temporal dimension at predetermined locations
(⌊𝑛/3⌋ and ⌊2𝑛/3⌋). Once the search concludes, the continuous mix-
tures on each edge are discretized by retaining the top-𝑚 incoming
edges per node (𝑚 = 2) and selecting the single operation with the
largest weight. The resulting (compact) normal and reduction cells
are then stacked to form the final network, scaling up width and
depth to increase capacity and enable richer feature extraction.

2.4 NAS for Website Fingerprinting

Due to their ability to find effective ML models, AutoML pipelines
have been previously applied to the traffic analysis domain [26, 38]
and specifically to WF [33], revealing promising results. However,
the performance of “classical” ML classifiers has long been found
to be subpar w.r.t. deep learning in the context of WF [72, 80].
Earlier NAS for WF. Singh et al. [79] explored the application of
NAS to WF tasks. Their preliminary study relied on AutoKeras [44],
an open-source NAS system that uses Bayesian optimization [30]
to guide the discovery of suitable DNNs. Though insightful, Singh
et al.’s early incursion into NAS for WF presents several limitations:
Rigid operational space. While user-friendly, AutoKeras offers lim-
ited customization and flexibility, especially in defining the target
NAS search space and strategy. Users face restrictions in adding
new architectural layers, operations, or connections, limiting the ex-
ploration of new DNN architectures. This stems from AutoKeras’s
reliance on predefined search spaces tailored to standard tasks such
as image and text classification, making it difficult to handle non-
traditional inputs. Notably, Singh et al. aggregated Tor cell traces
into image-like 2D representations for ensuring compatibility with
AutoKeras. In §3.3, we show that this choice is suboptimal and
introduces challenges for accurate trace classification.
Severe computational overhead. AutoKeras adopts a multi-trial NAS
strategy, where each trial corresponds to the independent training
and evaluation of a different DNN architecture. This approach
incurs substantial computational costs, as it requires fully training
multiple candidate models before selecting the best one amongst all
trials. In contrast, gradient-based methods such as DARTS (see §2.3)
optimize architecture parameters in a continuous space, allowing
efficient weight sharing across candidate DNN architectures, thus
helping to drastically reduce the overall model search time.
Lackluster performance. Singh et al. showed that DNNs found by
AutoKeras performed worse than Tik-Tok [69] on undefended Tor
traffic, even when the discovered models were ∼6× larger than
the DF [80] model used by the Tik-Tok attack. When tuning for
efficiency, DNNs that were smaller (and performed faster inference)
than Tik-Tok suffered severe classification performance penalties.
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Figure 4: Overview of Cricket’s execution pipeline. ① Input Conversion: Tor cell traces are transformed into 1D input

representations that capture the traces’ characteristics using 𝐶 feature channels and temporal length 𝐿. This data is then split

into search and augment subsets.② Search Space Adaptation: Cricket redefines DARTS’ 2D operations into 1D, accommodating

the transformed inputs. ③ Neural Architecture Search: First (search), Cricket performs a bi-level optimization to jointly learn

optimal weights and architectural parameters for a neural network model, ultimately deriving a concrete, final architecture.

Second (augment), the final architecture is retrained, validated, and tested on the complete dataset.

3 Throwing DARTS at Website Traces

We now introduce Cricket,1 a new WF attack pipeline that uses
NAS (specifically, DARTS) to identify anonymized website traces.

3.1 Overview of Cricket

Cricket harnesses NAS for tackling the WF task by adapting
DARTS to operate directly on Tor cell traces. Since the effectiveness
of WF attacks often depend on how traces are represented, Cricket
allows for the exploration of multiple input representations during
the NAS search process rather than committing to a single one.

Our attack pipeline, represented in Figure 4, unfolds in three
main stages: a) transforming raw traces into multiple input rep-
resentations; b) adapting the DARTS search space to support the
input representations; and c) running the architecture search to
discover effective classification models. Next, we briefly describe
each stage of our pipeline before expanding upon each of them.
Stage 1: Input conversion.We ingest raw Tor cell traces and con-
vert them into different input representations that capture traffic’s
directional and temporal characteristics. We do so for evaluating
the cross-compatibility of our approach and determining which
input representations yield the most effective models via NAS. In
addition to SOTA trace representations proven effective in prior
work (i.e., traffic aggregation matrices [75] and multi-channel repre-
sentations [54]), we introduce a three-channel encoding that builds
on the directional+timing input format [69] for explicitly tracking
outgoing cells, incoming cells, and padding events.
Stage 2: Search space adaptation. Standard DARTS is designed
for 2D inputs such as images. We adapt its search space dimensions
so that it can naturally accommodate for 1D sequential data which
is typical of Tor cell traces. Beyond adding new operations to the
search space, we redefine the set of existing candidate operations
(e.g., one-dimensional convolutions, pooling, and skip connections).

1Cricket is a popular darts game where players try to be the first to “close” specific
numbers (usually 15–20 and the bullseye), then score points by hitting those numbers.

Stage 3: Neural architecture search. After defining DARTS’
search space, the last stage of our pipeline runs DARTS to jointly
optimize network weights and architecture parameters. The search
process aims to identify a set of normal and reduction cells that,
when stacked, should form a final neural network architecture that
is highly effective for solving WF tasks.

3.2 Converting Input Traces to Representations

While websites’ Tor cell traces are inherently one-dimensional (rep-
resented as a time-ordered sequence of cells with associated direc-
tion), past WF work has shown that these can be extended into
more robust representations for fueling more accurate trace clas-
sification. Next, we describe four different trace representations
compatible with Cricket, including one we designed ourselves.
1-channel directional representation (baseline). Consists of
the directional trace representation used by DF [80], where each
Tor cell included in a trace is represented in sequence by a scalar:

𝑥𝑡 =


+1 if cell at 𝑡 is outgoing,
−1 if cell at 𝑡 is incoming,
0 if padded.

This representation can easily be extended into the direction+timing
one used by Tik-Tok [69], by multiplying each scalar by inter-cell
timings. This representation results in a 1D vector 𝑋 ∈ R𝐿 , where
𝐿 is a fixed trace length (e.g., 5,000). This encoding preserves direc-
tionality and ordering but conflates magnitude with the absence of
traffic (due to padding), potentially limiting expressiveness.
3-channel directional representation (ours). To better disen-
tangle the directional information provided by actual Tor cells from
padding, we expand each scalar cell into a three-channel vector:

𝑥𝑡 =


[1, 0, 0] if cell at 𝑡 is outgoing,
[0, 1, 0] if cell at 𝑡 is incoming,
[0, 0, 1] if padded.
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Here, the first channel activates only for outgoing cells, the sec-
ond only for incoming, and the third explicitly marks padding data.
Stacking over time yields𝑋 ∈ R3×𝐿 . This separation avoids sign am-
biguity, enables 1×1 convolutions to fuse directions selectively, and
allows CNNs to learn padding-invariant filters. Like our baseline,
this representation can also be extended for encompassing direc-
tion+timing data. Empirically, we found this encoding to improve
WF efficacy vs. the 1D channel representation (see Table 3–§5.1).
Traffic Aggregation Matrix (TAM). As our third input represen-
tation, we consider the Traffic Aggregation Matrix (TAM) structure
of Shen et al. [75]. In this representation, time is divided into fixed-
width bins of duration Δ𝑡 . For each bin, we record the number of
cells observed during that interval. This produces a sequence:

𝑋 = [𝑥1, 𝑥2, . . . , 𝑥𝐵],
where each 𝑥𝑏 represents the number of cells within the time range
[(𝑏 − 1)Δ𝑡, 𝑏Δ𝑡). The resulting sequence captures burstiness and
coarse timing while smoothing out jitter. TAM vectors reduce sen-
sitivity to noise and to defenses that manipulate packet timings.
Laserbeak’s 6-channel representation.We also evaluate the six-
channel input representation introduced in Laserbeak [54]. Each
channel includes cell timing, cumulative sums, inter-arrival dis-
tributions, inverse-log inter-arrivals, directional encodings, and
estimated running rates. For each cell 𝑝𝑡 at position 𝑡 ∈ {1, . . . , 𝐿}
with timestamp 𝑇𝑡 , size 𝑆𝑡 , and direction 𝑑𝑡 ∈ {−1,+1}, we have:

𝑥𝑡 =
[
𝑓
(1)
𝑡 , 𝑓

(2)
𝑡 , 𝑓

(3)
𝑡 , 𝑓

(4)
𝑡 , 𝑓

(5)
𝑡 , 𝑓

(6)
𝑡

]⊤ ∈ R6,

Stacking over the trace yields the tensor

𝑋 = [𝑥1, 𝑥2, . . . , 𝑥𝐿] ∈ R6×𝐿,

which integrates traffic semantics. This representation improvesWF
attack efficacy by combining cell-level and statistical characteristics.

3.3 Adapting DARTS’ Search Space Dimension

DARTS’ capabilities have been aimed at image classification bench-
marks where datasets are often comprised of squared images, e.g.,
CIFAR-10 (32×32) or MNIST (28×28). Accordingly, its search space
and candidate operations are tailored to two-dimensional data, where
convolutional operators naturally exploit spatial locality.

In contrast to images, WF datasets are typically comprised of
one-dimensional Tor cell sequences. In this kind of input, charac-
teristics such as ordering and directionality have been shown as
highly informative, but no spatial correlation is known to exist.
This difference in modality suggests that 2D convolutional kernels,
which are effective in vision tasks, may not be well suited to website
traces. Thus, we argue that deep learning architectures tailored for
WF must explicitly capture sequential dependencies, burst patterns,
and direction-based characteristics in a one-dimensional format.
Whynot just convert website traces to 2D inputs?Motivated by
the typical image workloads handled by DARTS, a simple strawman
approach would be to convert 1D WF traces (e.g., of length 5,000)
into a 70×70 image representation, thereby satisfying DARTS’ as-
sumption of 2D convolutions on square grids. However, one may
wonder whether the outcome of such a conversion provides spatial
correlations that can be adequately leveraged by DARTS.

To reason whether such a reshape induces meaningful spatial
structure, we compared the value of Moran’s 𝐼 , a common metric

Table 2: Moran’s 𝐼 for WF traces reshaped into 2D grids com-

pared with image datasets, where 𝐼 ∈ [−1, 1]. Greater values
indicate stronger spatial autocorrelation.

Dataset Moran’s 𝐼 Mean 95% CI

AWF100 (70×70, row) 0.281 (−0.016, 0.556)
AWF100 (70×70, col) 0.281 (−0.016, 0.556)
GTT100 (70×70, row) 0.366 (−0.021, 0.788)
GTT100 (70×70, col) 0.366 (−0.021, 0.788)
CIFAR-10 (32×32) 0.836 (0.662, 0.945)
MNIST (28×28) 0.766 (0.610, 0.873)

for measuring spatial autocorrelation [13, 99] between two WF
datasets’ traces (AWF100 and GTT100, each containing 100 traces
of 100 different websites, being generated as subsets of AWF [72]
and GTT [43], respectively—see §4.3) and common image datasets.
Intuitively, this metric assesses whether neighboring values on a 2D
grid exhibit systematic similarity, thus serving as a statistical test
for gauging whether a dataset possesses true spatial relationships.

The results of our calculations, reported in Table 2, suggest
that the reshaped traces do not exhibit strong spatial dependence:
Moran’s 𝐼 mean values for AWF100 (≈0.28) and GTT100 (≈0.37) are
much less than those of CIFAR-10 (≈0.84) and MNIST (≈0.77). More-
over, row- and column-wise reshapes of the traces yield identical
values, suggesting that any apparent correlation is an artifact of
reshaping rather than an intrinsic property of the data.
Adapting the DARTS search space to 1D. To address potential
pitfalls arising from a blind application of DARTS to reshaped 2D
versions of network traces, we adapted its search procedure to na-
tively operate on one-dimensional (1D) inputs. This enables DARTS
to search for architectures tailored to the sequential and temporal
structure of Tor cell traces. To this end, we redesigned DARTS’
cell-based search space along six axes (the candidate operation
set O described below) to include 1D primitives such as separable
convolutions, dilated convolutions for capturing longer-range de-
pendencies, and pooling operations. Each primitive 𝑜𝑝 is wrapped
as ReLU → 𝑜𝑝 → BatchNorm1d. Widening the search space to
recurrent or attention-based operators is left to future work.
Standard 1D convolutions.We expanded the repertoire of standard
1D convolutions with kernel sizes 𝑘 ∈ {1, 3, 5, 7, 9} to capture tem-
poral correlations at different time scales. Small kernels (e.g., 𝑘 = 1)
act as pointwise filters that perform cross-channel mixing at each
time step without temporal context, while larger kernels capture
Tor cell burst patterns and short inter-arrival dependencies.
Dilated depthwise-separable convolutions. We incorporate dilated
convolutions for capturing longer request-response intervals that
help efficiently model delayed cells and bursty traffic. A dilation
factor 𝑑 introduces gaps between consecutive kernel elements, such
that the effective receptive field 𝑅 becomes 𝑅 = 𝑑 (𝑘−1) + 1.
Separable convolutions. These split a convolution into two steps:
a) depthwise convolution, which filters each channel independently
to capture fine-grained local patterns, and b) pointwise convolution,
which combines channels to enable cross-channel feature integra-
tion. This decomposition strengthens local pattern extraction while
increasing computational efficiency w.r.t. full convolutions.
Strided convolutions. These perform downsampling by skipping ev-
ery other step (stride 𝑠 = 2), reducing sequence length while still
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learning which features to keep. Unlike fixed pooling, strided con-
volutions can adaptively determine which local features to retain
while halving the temporal resolution, making them robust to jitter
in trace alignments. The temporal output length 𝐿′ is computed as

𝐿′ =
⌊ (
(𝐿 + 2𝑝 − 𝑑 (𝑘−1) − 1)/𝑠

)
+ 1

⌋
where 𝐿 is the input length, 𝑝 is the amount of zero-padding, 𝑘 is
the kernel size, 𝑑 is the dilation factor, and 𝑠 is the stride.
Pooling. To attenuate sensitivity to small fluctuations in Tor cells’
timing, we use max- and avg-pooling operators with kernel size 𝑘 =

3, i.e., the width of the temporal window over which local statistics
are aggregated; max-pooling selects the most salient activation in
the window and avg-pooling computes a smoothed local mean.
Skip / None. The skip operator passes information directly across
layers, ensuring signals are not lost as the network deepens. The
none operator, in turn, removes a connection entirely, allowing the
search process to prune unnecessary pathways.
Cricket’s 1D input representation. Ultimately, we represent
each input trace as a tensor 𝑋 ∈ R𝐶in×𝐿 with 𝐶in channels (e.g.,
outgoing vs. incoming cells, or engineered feature channels as in
Laserbeak) and temporal length 𝐿.

3.4 Neural Architecture Search

The final stage of Cricket’s pipeline executes two intrinsic phases
of DARTS: a) model search, which identifies high-performing ar-
chitectures by jointly optimizing network weights and architec-
ture parameters; and b) model augmentation, which discretizes the
learned continuous architecture into a cell structure that can be
stacked, instantiated as a model, and trained from scratch.
Model search phase. The goal is to identify architectures that
effectively model patterns in Tor cell traces, enabling accurate WF
attacks. The search simultaneously optimizes network weights𝑤 ,
which parameterize the convolutional and transformation layers,
and architecture parameters 𝛼 , which determine which operations
dominate each edge in the cell. Following Liu et al.’s [50], we allocate
90% of the dataset to the model-search phase and divide this subset
equally into two disjoint partitions, corresponding to 45% of the
full dataset each. The first partition is used to optimize the network
weights 𝑤 , while the second is used to optimize the architecture
parameters 𝛼 . The remaining 10% is held out from model search.
Bi-level optimization. The search is cast as an optimization problem:

min
𝛼

Lval
(
𝑤∗ (𝛼), 𝛼

)
s.t. 𝑤∗ (𝛼) = arg min

𝑤
Ltrain (𝑤, 𝛼),

where Ltrain and Lval denote losses over the training and validation
sets of Tor traces, respectively. In this setup, weights𝑤 learn to fit
the training data for a fixed architecture 𝛼 , while 𝛼 is updated to
identify operations that generalize well to unseen traffic patterns.
Role of 𝛼 . Each edge in a cell’s DAG is relaxed into a weighted
combination of candidate primitives:

𝑜 (𝑖, 𝑗 ) (𝑥) =
∑︁
𝑜∈O

exp(𝛼 (𝑖, 𝑗 )
𝑜 )∑

𝑜′∈O exp(𝛼 (𝑖, 𝑗 )
𝑜′ )

· 𝑜 (𝑥),

allowing 𝛼 to be optimized via gradient descent alongside𝑤 . Since
𝛼 is updated with gradients from the validation set, the architecture
is guided toward operations that generalize across traces, while the
training set ensures the weights learn temporal/directional patterns.

Model augmentation phase. Once the search phase concludes,
the continuous architecture parameters 𝛼 encode the relative impor-
tance of each primitive operation on every edge of a cell’s DAG. To
instantiate an architecture suitable for WF, we follow the standard
cell discretization procedure used by DARTS [50].
DARTS cell discretization. For each cell’s intermediate node, we
retain the two strongest incoming edges (by highest architecture
weight 𝛼 , after excluding the none operation). For each selected
edge, we keep only the single primitive operation with the highest
weight. Thus, each node aggregates the outputs of two incoming
edges, each associated with one selected operation. Formally, let
(𝑖1, 𝑗) and (𝑖2, 𝑗) denote the two selected incoming edges for node 𝑗 ,
and let 𝑜𝑖1→𝑗 and 𝑜𝑖2→𝑗 denote their corresponding highest-weight
operations. The node output is then computed as the sum of these
two operations: ℎ 𝑗 (𝑥) = 𝑜𝑖1→𝑗 (𝑥) + 𝑜𝑖2→𝑗 (𝑥).
Final architecture definition. The cell structures resulting from dis-
cretization are stacked to form the final Cricket architecture, which
consists of 𝑛 cells arranged hierarchically (see §2.3). In our experi-
mental setup (see §4.2), we defined such an architecture with 𝑛 = 4
cells. This final architecture begins with a stem (the layers that
process the raw input data before it enters the cells that are subject
to architecture search [50]) consisting of two convolutional layers
with batch normalization and ReLU activations that project the
raw two-channel input signal into 108 feature channels. The main
body of the model comprises four stacked cells: two normal cells
and two reduction cells. Each cell contains four intermediate nodes,
and each node aggregates two operations, resulting in a total of
eight convolutional operations per cell. Following the four cells,
the network applies a global average pooling layer to reduce the
temporal dimension to one, and the last fully connected layer maps
the resulting 576-dimensional feature vector to output classes. For
more details on this final architecture, we direct the reader to a
complete description and illustration of its structure in Appendix A.
Final architecture training. The resulting stacked architecture is
then trained, validated, and tested from scratch using an 80/10/10
split (as also suggested by Liu et al. [50]). Here, the 𝛼 parameters
gathered from the model search phase have already been discarded,
so that only the final discrete-cell architecture is retained.

4 Evaluation Methodology

4.1 Evaluation Goals and Metrics

Our evaluation (results discussed later in §5) is focused on gauging
Cricket’s ability to address each of the following primary goals:
Efficacy. First, to assess the effectiveness of Cricket at identifying
website visits over Tor, we evaluate its classification performance on
both the closed- and open-world WF setting. As metrics for closed-
world experiments, we report classification accuracy, reflecting
an adversary’s ability to correctly identify traces pertaining to a
monitored set of websites. For our open-world experiments, we
report Cricket’s precision, recall, and F1 score. These scores are
computed as support-weighted averages across all classes, including
the monitored website classes and the additional unmonitored class.
Robustness. Second, we evaluate whether the neural architecture
search used by Cricket remains effective across varying conditions,
including WF defenses applied to Tor traffic, different Tor trace
datasets, and variations in the search process itself. Specifically, we
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measure Cricket’s efficacy on defended traffic (using the metrics
defined above) and experiment with the transferability of architec-
tures discovered via DARTS by mixing and matching training and
testing across Tor datasets. We also perform a sensitivity analysis
over random seeds and training hyperparameters, assessing the
stability and consistency of the discovered architectures.
Practicality. Third, we gauge whether Cricket is practical in real-
world deployments. This encompasses measuring the size of the
models produced by our attack pipeline (i.e., number of trainable pa-
rameters), and the computational overhead imposed by architecture
searches (in wall-clock time and hardware resource usage).

4.2 Experimental Testbed

We now describe our laboratory testbed and Cricket’s NAS setup.
Hardware. All experiments were conducted on a server equipped
with a single NVIDIA H100 GPU (80GB HBM3 memory), dual Intel
Xeon Platinum 8480C CPUs (112 cores total), and 2 TB of RAM.
Software. The server deploying Cricket ran on Ubuntu 24.04.1
LTS. We used CUDA 12.6, cuDNN 9.6, and PyTorch 2.7.0, running
on Python 3.12.3. Random seeds were fixed in NumPy and PyTorch.
DARTS model search/augmentation setup. The number of
stacked cells in the DARTS search network is a user-specified hyper-
parameter that helps balance the expressivity of the final model and
the search process overhead. While the original DARTS setup uses
eight cells in its supernetwork [50], we opted for a smaller search
network with four cells (𝑛 = 4); prior work unveiled that shallow
supernetworks provide sufficient depth for candidate operations’
evaluation while keeping the search tractable [17, 94].
DARTS computational budget. Cricket’s DARTS backbone also
assumes a pre-defined computation budget for exploration. In line
with the number of training epochs assumed by previous work
(e.g., Tik-Tok [69]), we configured DARTS’ model search phase and
subsequent model augmentation phase to train for 30 epochs each.
DARTS parameters. We relied on DARTS’ default parameters
and did not optimize any of its algorithm-specific hyperparameters
exposed during either the search or augment phases throughout
our evaluation (yet, ablation results are later discussed in §5.7).

4.3 Datasets

Our evaluation relies on three datasets that span synthetic bench-
marks, realistic Tor traffic, and large-scale open-world settings.
Traces.We leverage two main families of Tor traces (see Appen-
dix B for a rundown of ethical considerations regarding the use of
these traces) to develop suitable datasets for Cricket’s evaluation:
AWF. The AWF [72] family of datasets was constructed using au-
tomated crawling and instrumentation to collect network traces
from repeated visits to a set of monitored websites; such synthetic
collections have been used as canonical benchmarks for WF attack
and defense development and comparison. In this work, we use
a subset denoted by AWF100, comprising 100 visits to each of 100
different monitored websites (10,000 traces total).
GTT. Moving away from synthetic website crawls, recent efforts
have aimed to collect datasets of genuine Tor traffic exchanged
by real users. This traffic includes interactions with any services
accessible via the internet (including non-web services), allowing

for the identification of websites browsed through Tor based on first-
party domain names. Genuine data better reflects Tor variability
(circuit-length variance, base rates, and natural congestion), being
therefore more challenging and realistic for evaluation. We use two
subsets derived from the GTT [43] dataset:
GTT100: a subset of GTT with 100 traces for each of 100 monitored
domains (10,000 traces total). It exhibits genuine traffic characteris-
tics while matching the number of websites/traces of AWF100.
GTT200: a larger-scale subset of GTT containing 200 monitored
domains with 2,000 traces each (400,000 traces total) used to stress-
test the efficacy, robustness and practicality of Cricket. It also
grounds later closed- and open-world comparisons.
OpenGTT200: This subset, employed for open-world experiments
(§5.3), comprises the same 400,000 traces included in GTT200 (mon-
itored set), but includes an additional 400,000 traces, each sourced
from a different domain (unmonitored set). As each unmonitored
trace originates from a distinct domain, unmonitored domains are
disjoint across the train/validation/test sets used for evaluation.
Trace pre-processing. For consistency, we truncate or zero-pad
all traces to a fixed-length cell sequence comprising 5,000 cells. The
feature sets used by the WF attacks considered in our experiments
are extracted from this uniform representation.

4.4 Baseline Attacks and Defenses

Attacks. We compare the effectiveness of Cricket against four
SOTAWF attacks whose DNNs’ span the features described in §3.2:
Deep Fingerprinting (DF) [80]: A CNN that ingests cells’ directional
information. We also adapt DF to our 3-channel representation (§3.2).
Tik-Tok [69]: Architecturally identical to DF, Tik-Tok consumes the
raw packet trace as a 1D directional+timing sequence. Similarly to
DF, we also adapt Tik-Tok to our three-channel representation.
Robust Fingerprinting (RF) [75]: An ensemble-learning approach that
uses TAM as a single-channel input vector. Each trace is aggregated
into temporal bins, with the bins’ cell counts serving as features.
Laserbeak [54]: A hybrid architecture combining convolutional
layers and transformer encoders for modeling long-range depen-
dencies. Its inputs relies on a six-channel feature representation.

For fairness, we adopt the proposed input representation for
each baseline (e.g., TAM for RF, engineered features for Laserbeak)
and retrain the models under identical conditions on our datasets.
For DF and Tik-Tok, which operate on raw directional and direc-
tional+timing traces, we use one- and three-channel encodings.
Defenses.We further protect the undefended traces via five rep-
resentative WF defenses (used in recent WF attacks’ evaluation
(e.g., [24, 75]) that cover standard padding-based strategies: fixed-
rate (CS-BuFLO [9],Tamaraw [10]), adaptive padding (WTF-PAD [47]),
randomized early-padding (FRONT [31]), and regulation (Regula-
Tor [40]). We use all defenses with their standard parameters, except
for FRONT, for which we use Veicht et al. [83]’s T1 and T2 variants.

5 Evaluation Results

We now discuss the results of Cricket’s evaluation. We first as-
sess the benefits of an increased number of channels in the direc-
tion(+timing) input representation for Tor cells (§5.1). Then, we
compare Cricket against SOTAWF attacks in the closed- (§5.2) and

8



Neural Architecture Search for Adaptive Website Fingerprinting WPES ’26, November 15–19, 2026, The Hague, Netherlands

Table 3: Multi-class closed-world classification accuracy

when varying the cell encoding method.

AWF100 GTT100
Encoding DF Tik-Tok DF Tik-Tok

1-channel 96.2±0.23 95.7±0.24 60.2±0.5 22.0±2.8
3-channel 96.3±0.29 95.7±0.26 60.0±0.46 29.1±2.7

open-world (§5.3) settings, and against defended traces (§5.4). We
gauge the transferability of Cricket-searched models across WF
datasets (§5.5 and §5.6). Lastly, we assess the stability of Cricket
results and quantify the impact of NAS in its analysis pipeline (§5.7).
Appendix C details our plan for releasing Cricket’s source code
and the datasets supporting this section’s experiments.
Search and augmentation. Throughout our evaluation, we high-
light Cricket’s deployment across different feature representa-
tions and datasets. Following the standard DARTS workflow, which
consists of a search phase and an augment phase, we started by
performing a full architecture search separately for each feature
set on undefended Tor traces (§5.2). Later, when evaluating attack
efficacy in the open-world (§5.3) and against defenses (§5.4), we opt
not to re-run the costly search procedure, leveraging instead the
architectures discovered on undefended traces, limiting ourselves
to execute the augment phase. This approach allows us to study
the adaptability and robustness of Cricket across these scenarios
while significantly reducing computational overhead tied to archi-
tecture search. Finally, for completeness and to explore the impact
of architecture search on the efficacy of Cricket against defended
traces, we perform a set of experiments where we conduct both
search and augmentation directly on defended traces (§5.6).

5.1 Impact of One- vs. Three-Channel Inputs

We first evaluate our three-channel input representation, which
improves on the standard one-channel encoding by disentangling
the cell signal used for directions and padding to prevent the model
from conflating different traffic phenomena (see §3.2).

Table 3 reports the closed-world classification accuracy of the
CNN models operating on directional (DF) and directional+timing
(Tik-Tok) data when trained on AWF100 and GTT100 datasets un-
der both encoding schemes. Our results suggest that, while the
three-channel encoding provides little to no benefit when targeting
AWF100 (classification accuracy remaining essentially the same),
this representation allow Tik-Tok to achieve an improvement of
∼7 percentage points (pp) on GTT100 traces. This indicates that
when more useful information is available (Tik-Tok exploits timing
whereas DF does not), our 3-channel representation allows the clas-
sifier to better utilize that information to improve accuracy. Thus,
in the remainder of our experiments, we use our three-channel
representation when comparing Cricket with DF and Tik-Tok.

5.2 Cricket in the Closed-World Setting

Armed with the insight that a three-channel input representation
may benefit a model that leverages the directional+timing represen-
tation, we now more thoroughly investigate how different feature
representations influence model efficacy and practicality. To this
end, we compare Cricket-searched model architectures against
our set of baseline WF attacks under four widely adopted input

Table 4: Attack model sizes and closed-world accuracy for

multiple feature representations (undefended traces).

Input Format Attack Params. Accuracy (%)

(Millions) AWF100 GTT100 GTT200

Direction+Timing
(3-channels)

Tik-Tok 3.96 95.96 31.75 57.90
Cricket 1.90 94.50 38.80 62.79

Direction
(3-channels)

DF 3.96 96.59 61.00 74.14
Cricket 1.90 96.65 65.00 75.40

TAM Vector RF 1.01 93.60 58.50 78.31
Cricket 1.90 94.13 62.40 78.94

Laserbeak
(6-channels)

Laserbeak 4.78 96.20 61.70 79.63
Cricket 1.92 95.30 67.32 82.20

formats: i) cell direction, ii) cell direction+timing, iii) TAM vectors,
and iv) Laserbeak’s engineered representation. For each represen-
tation, we report closed-world accuracy on AWF100, GTT100, and
GTT200 (for measuring efficacy), along with the total parameter
count (for gauging practicality). Our results are shown in Table 4.
Timing is not beneficial with our 3-channel representation.

Our first observation is that directional+timing features seem detri-
mental to classification performance in comparison to direction
only. For instance, on AWF100, we observe that Cricket obtained
∼2 pp higher accuracy when using direction-only data (96.65%) vs.
direction+timing (94.50%). This increase in efficacy is also notice-
able when comparing the original attacks leveraging each different
representation, with DF surpassing Tik-Tok by ∼1 pp.

For GTT100, Cricket achieves an accuracy of 65.00% with di-
rectional inputs, whereas it achieves only 38.80% accuracy when
considering directional+timing inputs. This trend is also observed
when comparing DF and Tik-Tok across representations. While the
gap between representations gets closeron GTT200 dataset, Cricket
still achieves ∼13 pp higher accuracy with direction-only inputs.
Cricket outperforms attacks using direction-based repre-

sentations. For the direction+timing and direction-only represen-
tations, Cricket outperforms their CNN counterparts (Tik-Tok
and DF). The gain is most evident on GTT100 and GTT200, where
we find Cricket improves accuracy by +7.0 pp and +1.3 pp (di-
rection+timing), and by +4.0 pp and +1.3 pp (direction-only). This
showcases the ability of NAS to automatically adapt architectures
to 1D packet sequences more effectively than hand-designed CNNs.
Engineered features increase Cricket’s accuracy. The TAM
representation remains a strong baseline, with RF achieving com-
petitive results using only ∼1M parameters. Still, Cricket achieves
higher accuracy across all datasets. When equipped with Laser-
beak’s features, Cricket achieves its best overall efficacy, surpass-
ing the original Laserbeak model on GTT100 (+5.6 pp) and GTT200
(+2.6 pp), while using a model less than half the size (1.94M vs.
4.78M parameters). Though slightly underperforming on AWF100
(-0.9 pp), the trend shows that NAS-based architectures can improve
upon hybrid CNN–Transformer pipelines using the same features.
Cricket produces compact models. Across all input formats,
Cricket produced significantly more compact DNNmodels than all
but RF while preserving or exceeding the SOTA accuracy. Cricket
produced models with fewer than 2M parameters on average, which
is about 1/3 to 1/2 as many parameters as is used by Tik-Tok, DF, and
Laserbeak. Such compactness is desirable in adversarial contexts,
where smaller models are cheaper to train and deploy at scale.

9



WPES ’26, November 15–19, 2026, The Hague, Netherlands Gurjot Singh, Rob Jansen, & Diogo Barradas

Table 5: Open-world attack efficacy on OpenGTT200 (set-64).
Cricket matches or outperforms SOTA attacks.

Input Format Attack Precision Recall F1-score

Direction+Timing
(3-channels)

Tik-Tok 0.8505 0.8494 0.8437
Cricket 0.8776 0.8823 0.8755

Direction
(3-channels)

DF 0.8694 0.8707 0.8680
Cricket 0.8691 0.8726 0.8666

TAM Vector RF 0.8834 0.8849 0.8808
Cricket 0.8799 0.8829 0.8787

Laserbeak (6-channel) Laserbeak 0.8992 0.8975 0.8964
Cricket 0.9057 0.9077 0.9055

Cricket’s computational overhead is tractable. On GTT100
(10k traces, TAM representation), the search phase (30 epochs,
batch size 64, 8-layer supernetwork) takes 1h32m on an NVIDIA
H100 (80 GB), with peak memory usage of ∼63GB. When scaling to
GTT200 (400k traces), search time increases to 1d9h33m but memory
usage remains stable. This indicates that the dominant factor im-
pacting runtime is dataset scale, whereas memory usage is dictated
by the supernetwork size rather than the number of traces.

5.3 Cricket in the Open-World Setting

We now examine whether our previous findings translate to the
more realistic open-world scenario. Following the methodology of
Shen et al. [75], we cast the open-world setting as a more challeng-
ing multi-class classification task rather than a binary (monitored
vs. unmonitored) decision problem. Thus, we treat unmonitored
sites as an additional class during training, allowing the classifier to
learn features that distinguish monitored from unmonitored sites.

We rely on the same final architectures discovered by Cricket
during its model search phase (across each different input repre-
sentation) focused on the closed-world setting (§5.2). Thus, when
dealing with open-world data, we simply conduct a model augment
phase that retrains Cricket’s final architectures on multiple moni-
tored website classes and a wider unmonitored class. To measure
attack efficacy as a function of the size of the considered monitored
set of websites, we gradually increase the number 𝑘 of sites in-
cluded in the monitored set (set-𝑘), where 𝑘 ∈ {16, 32, 64, 128, 200}.
For each experiment, the unmonitored class is intentionally unbal-
anced, containing a total number of samples equal to the combined
samples of all monitored classes in the corresponding set-𝑘 setting.
Cricket outperforms existing attacks. In our first experiment,
we sought to understand the efficacy of Cricket in the open-world
scenario when targeting a particular set-k value. We selected 𝑘 = 64,
which is the center of our considered range. Table 5 shows the
efficacy of different attacks and feature set combinations on the set-
64 configuration of the OpenGTT200 dataset. The results reported in
this table suggest that Cricket consistentlymatches or outperforms
other attack models across all feature families.

For a closer comparison, we show the precision-recall (PR) curves
for the different attacks in Figure 5. Each point on a PR curve cor-
responds to a decision threshold ranging from [0, 1) in intervals of
0.05, capturing how model confidence influences detection trade-
offs. Here, the monitored set represents the classes under observa-
tion; if the model’s predicted probability for a monitored class falls
below a given threshold, the instance is marked as unmonitored.

Figure 5: Precision-recall curves for Cricket and Laserbeak

in the open-world (set-64) setting.

Table 6: Open-world attack efficacy (F1 score) on OpenGTT200
considering different monitored set-𝑘 sizes.

Attack

F1 score for monitored set-k size

Set-16 Set-32 Set-64 Set-128 Set-200

Cricket 0.9431 0.9215 0.9055 0.8938 0.8618
Laserbeak 0.9250 0.9051 0.8964 0.8925 0.8624

When paired with Laserbeak’s features, Cricket achieves the
highest average precision (AP), outperforming DF, Tik-Tok, RF, and
Laserbeak. Despite usually having 1/3 to 1/2 as many parameters as
the baseline models, Cricket exhibits the highest precision across
all models, up to a threshold of 0.5 (corresponding to the peak pre-
cision of around 0.97 with 0.66 recall). The decline in performance
beyond this point can be attributed to the smaller model size, which
may lead to reduced confidence at higher thresholds. This is con-
sistent with trends observed in other compact models such as RF,
where reduced model capacity results in a diminished efficacy.
Laserbeak features remain the most informative in the open-

world setting. Table 5 shows that Laserbeak’s features are again
most effective: Cricket achieves 0.9055 F1-score compared to 0.8964
attained by the original Laserbeak attack. Recall that the final archi-
tecture found earlier by Cricket when using Laserbeak’s features
(§5.2) uses fewer than half the parameters of the Laserbeak attack
(Cricket’s 1.92M is 40% of Laserbeak’s 4.78M parameters).
Cricket is more effective across all set-𝑘 sizes. Table 6 shows
that Cricket (w/ Laserbeak’s features) attains a higher F1-score
than Laserbeak across most monitored set-𝑘 sizes, with margins
widening at smallermonitored sets (e.g., +1.81 pp at set-16). Cricket’s
advantage decreases as the size of the monitored set increases.

5.4 Playing Cricket against Defenses

To assess Cricket’s robustness, we conducted a set of experiments
where we target defended Tor traffic. We selected the most effective
input representation (i.e., Laserbeak’s engineered features) found
when targeting undefended traces. As in §5.3, we execute Cricket’s
model augment phase using defended traces (produced by each of
the different defenses we consider) and the 1.92M parameter final ar-
chitecture discovered for undefended traces leveraging Laserbeak’s
representation—see Table 4 in §5.2. We benchmark the efficacy of
Cricket against Laserbeak when targeting the defenses described
in §4.4, evaluating attack efficacy in the closed world (AWF100,
GTT100, GTT200) and open world (OpenGTT200 with set-64).
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Figure 6: Precision-recall curves for Cricket and Laserbeak in the open-world setting.

Table 7: Laserbeak’s and Cricket’s efficacy on closed-world

datasets against different defenses.

Defense Attack

Accuracy (%)

AWF100 GTT100 GTT200

CS-BuFLO Laserbeak 11.40 16.00 17.82
Cricket 11.00 14.00 17.18

Tamaraw Laserbeak 4.30 4.80 3.90
Cricket 4.54 4.70 4.06

WTF-PAD Laserbeak 89.20 50.80 77.16
Cricket 89.90 62.50 79.01

FRONT_T1 Laserbeak 87.40 53.10 77.05
Cricket 87.30 64.20 79.44

FRONT_T2 Laserbeak 80.90 50.30 76.51
Cricket 87.80 63.40 78.94

RegulaTor Laserbeak 23.80 25.80 39.86
Cricket 27.00 27.20 44.17

Closed-world. Table 7 summarizes our results on closed-world de-
fended Tor traffic. Cricket’s accuracy matches or surpasses Laser-
beak’s against defenses such as WTF-PAD, FRONT, and RegulaTor.
Cricket’s accuracy gains are most pronounced against WTF-PAD
and FRONT_T2, where Cricket improves accuracy vs. Laserbeak by
up to +13 pp on GTT100. Lastly, we see that both Cricket and Laser-
beak struggle under strong obfuscation schemes such as Tamaraw
and CS-BuFLO, which enforce rigid regularity of network traces.
Open-world. Table 8 summarizes open-world experiments on
defended Tor traffic using OpenGTT200 (set-64). Our results are
broadly consistent with the trends found in closed-world settings.
For instance, under WTF-PAD and FRONT_T2, Cricket improves
F1 score vs. Laserbeak by +1.1 pp and +1.6 pp, respectively. Like
before, CS-BuFLO and Tamaraw greatly reduce attack efficacy.

Lastly, Figure 6 plots the PR curves of Cricket and Laserbeak
when targeting defended traces. Cricket achieves a higher average
precision (AP) than Laserbeak when facing most defended traces
(with the exception of CS-BuFLO and Tamaraw, where both models
perform poorly), despite using only 40% as many parameters.

Table 8: Comparison of Laserbeak’s and Cricket’s efficacy

on OpenGTT200 (set-64) against different defenses.

Defense Attack

Efficacy on OpenGTT200 (set-64)

Precision Recall F1 Score

CS-BuFLO Laserbeak 0.1432 0.1570 0.1404
Cricket 0.1370 0.1529 0.1394

Tamaraw Laserbeak 0.0349 0.0585 0.0436
Cricket 0.0351 0.0585 0.0435

WTF-PAD Laserbeak 0.8777 0.8776 0.8752
Cricket 0.8852 0.8893 0.8849

FRONT_T1 Laserbeak 0.8777 0.8786 0.8762
Cricket 0.8884 0.8911 0.8867

FRONT_T2 Laserbeak 0.8740 0.8740 0.8711
Cricket 0.8865 0.8891 0.8850

RegulaTor Laserbeak 0.6491 0.6739 0.6340
Cricket 0.6826 0.6816 0.6239

5.5 Assessing Cricket’s Transferability

NAS is a computationally expensive process, even when employ-
ing efficient methods such as DARTS. Thus, identifying strategies
that yield architectures with strong generalization properties is
particularly valuable. Intuitively, performing model searches on
challenging datasets (e.g., GTT100’s genuine traces) may lead to
the discovery of more expressive architectures that can effectively
transfer to simpler datasets (e.g., AWF100’s synthetic traces).

To test this hypothesis, we employed Cricket to search on both
AWF100 (synthetic) and GTT100 (genuine), across three different
input representations (direction with 3 channels, TAM, and Laser-
beak’s features) and then cross-evaluated the resulting architec-
tures. The results of this experiment, shown in Table 9, support our
hypothesis: architectures searched on the more realistic GTT100
dataset exhibit an improved transferability when retrained and eval-
uated on AWF100. In contrast, architectures discovered on AWF100
fail to generalize as effectively to GTT100. This pattern holds con-
sistently across all three input representations.
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Table 9: Efficacy of Cricket-searched architectures with

cross-dataset training on AWF100 and GTT100.

Search Dataset Test Dataset

Accuracy (%) across feature sets

Direction (3-ch) TAM Laserbeak

AWF100 AWF100 90.70 91.20 93.90
GTT100 AWF100 96.65 94.13 95.30

AWF100 GTT100 58.30 53.10 66.20
GTT100 GTT100 65.00 62.40 67.32

5.6 Searching Architectures on Defended Traces

We now extend our search process to operate over close-world de-
fended traces and analyze the efficacy of the resulting architectures.
Search/augmentation setup. Instead of performing a separate
search for every dataset/defense pair, we conduct searches exclu-
sively onGTT100 for each defense and then simply retrain (augment)
the discovered architectures on both AWF100 and GTT100. Building
on §5.5 findings, this reduces computational costs and exploits the
transferability benefits of searching on genuine traces.
Searching on defended traces boosts efficacy. The results in
Table 10 show the effectiveness of the model search + augment
strategy. In all but one of the defense+dataset combinations we
considered, the architectures Cricket discovered when searching
on defended GTT traces (defended-search) outperform those discov-
eredwhen searching on undefended GTT traces (undefended-search)
when testing on defended AWF100 and GTT100 traces. For example,
for FRONT_T2, undefended-search achieves an accuracy of 63.4%
on GTT100 (from Table 10), whereas defended-search accuracy im-
proves by 1.5 pp despite using a smaller model (1.41M vs. 1.92M
parameters). For RegulaTor, undefended-search achieves an accu-
racy of 27.2% on GTT100 (from Table 10), whereas defended-search
accuracy improves by 2.1 pp again using a smaller model (0.75M vs.
1.92M parameters). Further, in defenses where undefended-search
previously underperformed when compared to Laserbeak—such
as CS-BuFLO & Tamaraw—our new defended-search architectures
improve Cricket’s accuracy by +2 pp and +0.3 pp, respectively.
Defended-search architectures also vary structurally, suggesting
that the search adapts its capacity to each defense’s traffic pattern.

5.7 Stability Analysis and NAS Ablation

Stability and hyperparameter sensitivity.We assess the robust-
ness of Cricket’s search to variations in random seeds and training
hyperparameters on GTT100 using Laserbeak’s features, finding it
stable and consistently yielding high-performing architectures.
Random seeds. Searches with four random seeds resulted in models
achieving accuracies of 65.50%, 67.00%, 66.90%, and 67.10% (mean
66.63% ± 0.66 pp), compared to 67.32% for the original genotype.
Discovered architectures exhibit slight variations in structure and
parameter counts (0.68M–0.97M), but performance is consistent.
Hyperparameters. We varied DARTS’ weight (𝑤lr) and architecture
(𝛼lr) learning rates. Varying 𝑤lr among {0.0125, 0.0375} (default:
0.025) yields accuracies of 67.20% (-0.12 pp) and 65.40% (-1.92 pp).
Varying 𝛼lr among {2 × 10−4, 4 × 10−4} (default: 3 × 10−4) yields
accuracies of 67.21% (-0.11 pp) and 66.70% (-0.62 pp). We find that
the discovered architectures vary in size across all configurations
(0.84M–1.14M parameters), with no clear correlation with accuracy.

Table 10: Cricket’s closed-world efficacy with defended-

search (compared to undefended-search results in Table 7).

Legend: defended-search wins, undefended-search wins, and
Cricket’s defended-search model outperforms Laserbeak.

Defense Params. Accuracy (%)

(Millions) AWF100 GTT100

CS-BuFLO 1.16 13.30 (+2.30 pp) 16.00 (+2.00 pp)
Tamaraw 1.16 5.32 (+0.78 pp) 5.00 (+0.30 pp)
WTF-PAD 1.64 89.30 (-0.60 pp) 62.69 (+0.19 pp)
FRONT_T1 1.41 87.43 (+0.13 pp) 64.70 (+0.50 pp)
FRONT_T2 1.41 88.33 (+0.53 pp) 64.90 (+1.50 pp)
RegulaTor 0.75 31.40 (+4.40 pp) 29.30 (+2.10 pp)

Ablation to assess NAS’ impact. To quantify the contribution
of Cricket’s NAS, we compare the searched genotype against
randomized architectures on GTT100 using Laserbeak’s features.
Capacity-matched randomization.We generated three random geno-
types by shuffling primitive placements within the discovered cell
topology while preserving convolutional operators and model pa-
rameters (∼1.98–2.15M). These models achieved accuracies of 65.6%,
66.6%, and 66.5% (mean 66.23% ± 0.55 pp) vs. Cricket’s 67.32%.
Full-pool randomization. We generated three genotypes by uni-
formly sampling from the full primitive pool. Thesemodels achieved
accuracies of only 63.2%, 64.6%, and 66.4% (mean 64.73% ± 1.60 pp),
with lower capacity (∼1.10–1.34Mparams.). Naive sampling is prone
to select suboptimal operators, yielding subpar performance.

6 Conclusion

This paper introduces Cricket, a framework that automates the
search for neural architectures suited to website fingerprinting
attacks on Tor. By adapting the DARTS neural architecture search
method to handle 1D Tor cell traces, Cricket discovers compact
DNNmodels that outperform or match the efficacy of SOTA attacks
on both synthetic and genuine Tor datasets. Our results suggest that
automated DNN exploration can yield more efficient and effective
WF models when compared to those obtained via domain experts’
heuristic choices, especially on real-world, genuine traces.
Future work. Pursuing a set of complementary research avenues
can broaden the impact of Cricket. We highlight two directions:
Advanced NAS substrates.AlthoughDARTS offers an efficient search
procedure, it is sensitive to search hyperparameters [97]. Future
work can explore more sophisticated NAS frameworks that offer
increased stability and generalizability, such as PC-DARTS [95] and
DrNAS [12], as well as alternative paradigms: e.g., evolutionary
search [70] and reinforcement learning-based NAS [66, 102, 103].
Expanding WF settings. Extending Cricket to overlapping streams
or early detection from partial traces would “stress-test” how well
NAS-discovered architectures generalize across traffic patterns.
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A Cricket Model Architecture

The model architecture defined for Cricket in the course of our
experiments (see §4.2) is represented in Listing 1. The model is
comprised by a fixed stem composed of a convolution, batch nor-
malization, and ReLU layer that projects the input signal to an initial
number of channels without altering its length. The stem’s output is
then processed by a sequence of four DARTS cells: a normal cell at
the base resolution, two reduction cells that gradually decrease the
temporal length while expanding the feature dimension, and a final
normal cell that operates on the shortest representation. Each cell
takes as input the outputs of the two preceding cells (𝑠0, 𝑠1), which
are first aligned through 1× 1 convolutions or factorized reductions
when their resolutions differ. After the final cell, global average
pooling removes the temporal dimension, and a fully connected
layer maps the resulting features to class probabilities.
Normal cells. These operate at a fixed temporal resolution and use
a mix of dilated, separable, and standard convolutions to extract
local burst-level features. Dilated convolutions (kernel-5, dilation-4)
capture short gaps between Tor cells without reducing resolution,
while separable and wider convolutions (kernels-3,-5,-7,-9) focus on
burst boundaries and directional transitions within short sequences.
The four intermediate nodes combine these filters at different scales
and their outputs are concatenated to preserve timing precision
and channel diversity across layers.
Reduction cells. Reduction cells apply stride-2 operations on selected
edges to halve the temporal length and double the number of feature
channels. This compression integrates information from consec-
utive Tor bursts while maintaining their relative order, helping
the network recognize repeating upload–download alternations
and shifts in burst timing. Inputs from the two preceding cells
are aligned through 1 × 1 convolutions or a factorized reduction
when the resolutions differ. The resulting output encodes a denser,

higher-level view of traffic structure that supports later layers in
distinguishing between website- or activity-specific burst patterns.

B Ethical Considerations on Dataset Usage

Our study involves the use of Tor traces from existing WF datasets;
we did not conduct any new measurement for this paper. AWF is
a synthetic dataset of the authors’ traffic and is publicly available
for download on GitHub [72]. GTT23 is a dataset of real Tor traces
available on Zenodo [43]. The GTT23 measurement process and
release plan was reviewed and approved by the Tor Research Safety
Board. We followed the dataset’s terms-of-use, keeping it private
and using it for research only.

C Source Code and Data Availability

Source code. Our code for Cricket is released as open-source [78].
Because Cricket depends heavily on DARTS, our deliverable con-
sists of the adaptation of DARTS to operate in the 1D setting, and
wrappers to facilitate the ingestion of Tor traces.
Datasets and pre/post-processing code. The main datasets supporting
our experiments (AWF, GTT23) have been released by their authors
and are available online [43, 72]. Our open-source release includes
ancillary code used to downsample and pre-process those datasets
into the GTT100, GTT200, OpenGTT200, and AWF100 subsets. We also
released the post-processing code used to feed these data subsets
into the WF defense simulators used in our work.

D Disclosure of AI Usage

We used generative AI-based tools to assist in the preparation of
this paper. In particular, we used the tools to generate text for an
initial description of the DARTS approach and NAS process for the
background section (§2.3), to assist with formatting the equations
presented in §2 and §3, and to assist with formatting the layout of
the tables and setting figures’ properties. We also used the tools to
facilitate the integration of our described 1D primitives in the orig-
inal DARTS source-code and workflow. We have manually verified
and are responsible for the accuracy, originality, and integrity of
the output of all AI-based tools.

Listing 1: End-to-end Cricket architecture with

cell/genotype details. Shapes are (channels, length)

from our run.

Input (C_in, L0)
-> Stem: Conv+BN+ReLU -> (108, L0)
-> Cell 0 [Normal] pre: s0,s1 1x1Conv+BN -> C (108, L0) -> (144, L0)
-> Cell 1 [Reduction] pre: s0,s1 1x1Conv+BN -> 2C (144, L0) -> (288, L0/2)
-> Cell 2 [Reduction] pre: s0 FactRed(s2), s1 1x1Conv+BN -> 4C (288, L0/2) -> (576, L0/4)
-> Cell 3 [Normal] pre: s0 FactRed, s1 1x1Conv+BN -> 4C (576, L0/4) -> (576, L0/4)
-> Global Avg Pool (L0/4 -> 1) -> FC (channels -> #classes) -> Output probabilities

# genotype.normal (all stride 1)
N0 = dil_conv_5_d4@1 + sep_conv_3@0 N2 = conv_9@2 + conv_7@3
N1 = dil_conv_5_d4@1 + conv_5@2 N3 = conv_7@4 + conv_7@1

# genotype.reduce (sN = stride N)
N0 = sep_conv_3@0 (s2) + dil_conv_5_d4@1 (s2)
N1 = dil_conv_5_d4@2 (s1) + conv_5@0 (s2)
N2 = sep_conv_3@2 (s1) + conv_9@3 (s1)
N3 = conv_9@4 (s1) + dil_conv_5_d4@3 (s1)

# Every cell outputs Concat(N0..N3): 4x the preprocessed channels
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